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Suppose we have a set of n training data points S = {xi, yi}ni=1, where xi are
sampled from X , and yi arises from the following model:

yi = g(xi) + εi (1)

where E[εi] = 0 and Var[εi] = σ2. We want to use S to learn a function fS
that map xi to yi with smallest error. The definition of error depends on the
learning model. For example, least square regression minimizes the square errors
between predicted values and true values

∑n
i=1(yi − fS(xi))

2. The subscript in
fS indicates that this function depends on the set of n training data points. Since
S is drawn at random, fS is also random. Given a fixed x, we are interested in
the expected prediction error:

Ey,S [(y − fS(x))2] (2)

We can decompose the error, at the fixed x, as follows:

Ey,S [(y − fS(x))2] = Ey,S [(y − g(x) + g(x)− fS(x))2] (3)

= Ey[(y − g(x))2] + ES [(g(x)− fS(x))2] (4)

+2Ey,S [(y − g(x))(g(x)− fS(x))] (5)

The first term is equal to variance of noise σ2 because of the relationship in (1).
We can show that the third term is zero:

Ey,S [(y − g(x))(g(x)− fS(x))] = Ey(y − g(x))ES [g(x)− fS(x)] = (6)

(Ey[y]− g(x))ES [g(x)− fS(x)] = (g(x)− g(x))ES [(g(x)− fS(x))] = 0 (7)

Now let’s look at the second term of (4):

ES [(g(x)− fS(x))2] = ES [(g(x)− f̄S(x) + f̄S(x)− fS(x))2] (8)

where f̄S(x) = ES [fS(x)]. As mentioned before, fS is random as the training
set S is randomly drawn. f̄S(x) is the average prediction of models trained on
infinitely many training sets S. We further decompose the error as:

ES [(g(x)− fS(x))2] = ES [(g(x)− f̄S(x))2] (9)

+2ES [(g(x)− f̄S(x))(f̄S(x)− fS(x))] + ES [(f̄S(x)− fS(x))2] (10)
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Using the fact that g(x) and f̄S(x) are deterministic for a fixed x, we can show
that the second term is equal to zero:

ES [(g(x)− f̄S(x))(f̄S(x)− fS(x))] (11)

= (g(x)− f̄S(x))(f̄S(x)− ES [fS(x)]) (12)

= (g(x)− f̄S(x))(f̄S(x)− f̄S(x)) = 0 (13)

Equation (8) is re-written as:

ES [(g(x)− fS(x))2] = ES [(g(x)− f̄S(x))2] + ES [(f̄S(x)− fS(x))2] (14)

= (g(x)− f̄S(x))2 + ES [(f̄S(x)− fS(x))2] = Bias2(f(x)) + Variance(f(x))
(15)

By combining (4) and (15), we have proven the bias-variance decomposition:

Ey,S [(y − fS(x))2] = σ2 + Bias2(f(x)) + Variance(f(x)) (16)

In this expression, the first term is an irreducible error. The second term is the
bias squared, where the bias is the difference between the average prediction
and the true value. The third term is the variance of our estimator around its
mean. To minimize the expected prediction error, one has to strike a balance
between bias and variance. More complex model often yields smaller bias, but
higher variance, and vice versa.
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